AI:  Take-home Midterm Exam


(Open-book test. No collaboration with others. Send your questions to me and I’ll reply to the class. Leave your final work in my department mailbox. Or send an electronic version as attachment to shieu-hong.lin@bubbs.biola.edu but make sure you keep a copy too.)

1. (Hidden Markov models & speech recognition) There are a number of stages involved in the pronunciation of a phonetic unit (. Each stage takes a fixed amount of time, and the possible transition from one stage to another stage is depicted as a transition diagram HMM MODEL I as shown below. According to the diagram, when pronouncing (, stage A is always the initial stage (the first stage) then the speaker may transition from a stage to another stage with different probabilities as shown by the arcs and the numbers on the arcs of HMM MODEL I. For example, it is shown that if the speaker is currently in stage B then with probability 0.1 the next stage is still B while with probability 0.9 stage C will be the next stage.  We assume that the pronunciation can stop in any of the four stages A, B, C, and D. In other words, all of them can serve as the final stage.
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In each stage, the voice of the speaker may generate one of the following signal patterns, namely s1, s2, s3, s4, s5, and s6 sampled by the microphone. The table below shows how likely different signal patterns will be sampled in different stages:














 
	
	s1
	s2
	s3
	s4
	s5
	s6

	Stage A:
	0.8
	0.1
	0.1
	0
	0
	0

	Stage B:
	0
	0.1
	0.6
	0.1
	0.1
	0.1

	Stage C:
	0
	0
	0.1
	0.7

	0.1
	0.1

	Stage D:
	0
	0
	0
	0.1
	0.1

	0.8



For example, if the speaker is in stage D, with probability 0.1 he/she will generate the signal pattern s4, with probability 0.1 he/she will generate the signal pattern s5, and with probability 0.8 he/she will generate the signal pattern s6. 

Questions: Suppose that the speaker is pronouncing the phonetic unit ( and the microphone samples a series of four signal patterns s1, s3, s4, s6 from the speaker.

(i) Enumerate all the possible four-stage trajectories the speaker may go through.

(ii) For each of trajectory in (i), calculate the probability of going through the transitions of the trajectory and generating the series of 4 signal patterns s1, s3, s4, s6. That probability should be derived by multiplying the probabilities of the 3 transitions of stages and the 4 probabilities of generating the specific signal patter in each of the 4 stages.

(iii) Let O1, O2, O3, O4 be 4 random variables representing the signal patters we observe from the first 4 stages of pronunciation. Let Phone be the random variable representing the phonetic unit the speaker want to pronounce. Now you can calculate Pr(O1=s1, O2=s3, O3=s4, O4=s6| Phone =(), i.e. the conditional probability of generating the series of 4 signal patterns s1, s3, s4, s6 given that the speaker is pronouncing the phonetic unit (. This conditional probability is simply the sum of all the probabilities you calculate in (ii). In other words, it is the sum over all possible 4-stage trajectories the probabilities of going through the 3 transition of stages and generating the series of 4 signal patterns s1, s3, s4, s6.

2. (Hidden Markov models & speech recognition) There are a number of stages involved in the pronunciation of a phonetic unit (. Each stage takes a fixed amount of time, and the possible transition from one stage to another stage is depicted as a transition diagram HMM MODEL II  as shown below. According to the diagram, when pronouncing (, stage A is always the initial stage (the first stage) then the speaker may transition from a stage to another stage with different probabilities as shown by the arcs and the numbers on the arcs of HMM MODEL II. For example, it is shown that if the speaker is currently in stage B then with probability 0.01 the next stage is still B while with probability 0.99 stage C will be the next stage. We assume that the pronunciation can stop in any of the four stages A, B, C, and D. In other words, all of them can serve as the final stage.
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In each stage, the voice of the speaker may generate one of the following signal patterns, namely s1, s2, s3, s4, s5, and s6 sampled by the microphone. The table below shows how likely different signal patterns will be sampled in different stages:


 

	
	s1
	s2
	s3
	s4
	s5
	s6

	Stage A:
	0.1
	0.7
	0.2
	0
	0
	0

	Stage B:
	0
	0.1
	0.5
	0.2
	0.1
	0.1

	Stage C:
	0
	0
	0.1
	0.1

	0.6
	0.2

	Stage D:
	0
	0
	0
	0.1
	0.8

	0.1



For example, if the speaker is in stage D, with probability 0.1 he/she will generate the signal pattern s4, with probability 0.8 he/she will generate the signal pattern s5, and with probability 0.1 he/she will generate the signal pattern s6.

Questions: Suppose that the speaker is pronouncing the phonetic unit ( and the microphone samples a series of four signal patterns s1, s3, s4, s6 from the speaker.

(i) Enumerate all the possible four-stage trajectories the speaker may go through.

(ii) For each of trajectory in (i), calculate the probability of going through the transitions of the trajectory and generating the series of 4 signal patterns s1, s3, s4, s6. That probability should be derived by multiplying the probabilities of the 3 transitions of stages and the 4 probabilities of generating the specific signal patter in each of the 4 stages.

(iii) Let O1, O2, O3, O4 be 4 random variables representing the signal patters we observe from the first 4 stages of pronunciation. Let Phone be the random variable representing the phonetic unit the speaker want to pronounce. Now you can calculate Pr(O1=s1, O2=s3, O3=s4, O4=s6| Phone=(), i.e. the conditional probability of generating the series of 4 signal patterns s1, s3, s4, s6 given that the speaker is pronouncing the phonetic unit (. This conditional probability is simply the sum of all the probabilities you calculate in (iii). In other words, it is the sum over all possible 4-stage trajectories the probabilities of going through the 3 transition of stages and generating the series of 4 signal patterns s1, s3, s4, s6.

 

3. (Hidden Markov Models) One elementary speech recognition task requires us to determine what is the most likely phonetic unit the speaker is pronouncing given a series of signal patterns we sample through a microphone. Suppose we only two possible phonetic units ( and ( in our consideration and suppose that we get the series of 4 signal patterns s1, s3, s4, s6. 

Based on the results you have from problem #1 and problem #2 and your own intuition, is it more likely that the speaker is pronouncing ( or is it more likely to be ( ? Briefly explain why that is your answer.

4. (Hidden Markov Models & the Bayes rule) Continue with problem#3: More formally, we should pick the x (which is either ( or () that maximize the conditional probability Pr(Phone=x| O1=s1, O2=s3, O3=s4, O4=s6). In other words, we want the most likely phonetic unit x given the observation of the series of 4 signal patterns s1, s3, s4, s6. The Bayes rule tells us that 

Pr(Phone=x| O1=s1, O2=s3, O3=s4, O4=s6) = 

Pr(O1=s1, O2=s3, O3=s4, O4=s6 | Phone=x) * Pr(Phone=x )/Pr(O1=s1, O2=s3, O3=s4, O4=s6) 
And since Pr(O1=s1, O2=s3, O3=s4, O4=s6) is the same constant no matter x is ( or (, we should pick the x (which is either ( or () that maximize 

Pr(O1=s1, O2=s3, O3=s4, O4=s6 | Phone=x) * Pr(Phone=x ).
(i) If ( and ( are equally likely to appear in our speech (i.e. Pr(Phone=()=Pr(Phone=() ), based on the discussion above, when you get a series of signal patterns s1, s3, s4, s6 is it more likely that the speaker is actually pronouncing ( than (? Why?

(ii) Assuming that ( is 10 times more likely to appear in our speech than ( (i.e. Pr(()=10*Pr(() ), is it more likely that the speaker is pronouncing ( than (? Why or why not? 

(iii) Assuming that ( is 1000 times more likely to appear in our speech than ( (i.e. Pr(()=1000*Pr(() ), is it more likely that the speaker is pronouncing ( than (? Why or why not?

(iv) Assuming that ( is 100 times more likely to appear in our speech than ( (i.e  Pr(()=100* Pr(()), is it more likely that the speaker is pronouncing ( than (? Why or why not?

5. (Decision Tree) Consider the following table of how 15 earlier customers buy or decline to buy 5 items on a online catalog of a online book club XYZ. The number 1 in an entry of the table means the corresponding customer does buy the corresponding item. The number 0 means that customer decline to buy that item. 

	 
	item1
	item2
	item3
	item4
	item5

	customer1
	0
	0
	0
	1
	1

	customer2
	1
	0
	1
	1
	1

	customer3
	0
	1
	1
	0
	1

	customer4
	1
	0
	0
	1
	1

	customer5
	0
	0
	1
	0
	1

	customer6
	1
	0
	1
	1
	1

	customer7
	0
	1
	0
	0
	0

	customer8
	1
	1
	0
	1
	0

	customer9
	0
	1
	0
	0
	0

	customer10
	0
	1
	0
	0
	0

	customer11
	1
	0
	1
	0
	0

	customer12
	0
	1
	0
	0
	0


(i) By using one of the decision induction methods in chapter 4 to learn from the data set above, please build a decision tree to classify whether a person will buy item#5 or not based on whether that person buys or doesn’t buy other items. 

(ii) If a new customer just join the club and he declines promotions of item1 and item 2 but accept promotions of item 3 and item 4. How would your decision tree predict whether that person will be interested in a promotion of item5 or not?

(iii) If a new customer just join the club and he accepts promotions of item1 and item 2 but decline promotions of item 3 and item 4. How would your decision tree predict whether that person will be interested in a promotion of item5 or not?

6. (Naïve Bayes classification) Consider the classification problem in problem#5 again. 
(i) Determine the probabilities needed to build a Naïve Bayes probability model to classify new cases according to the data set.

(ii) If a new customer just join the club and he declines promotions of item1 and item 2 but accept promotions of item 3 and item 4. How would you predict whether that person will be interested in a promotion of item5 or not based on your Naïve Bayes probability model?

(iii) If a new customer just join the club and he accepts promotions of item1 and item 2 but decline promotions of item 3 and item 4. How would you predict whether that person will be interested in a promotion of item5 or not?

7. Use your own words and diagrams to succinctly describe your understanding of each of the following concepts in one paragraph or two:
(i). What is model overfitting?
(ii) What is entropy? What is the entropy of a probability distribution (¼, ¼, ¼, ¼)? 

8. (Application) Suppose you are starting up a company to develop some automatic email-filtering software. For each user email account, your software can access all the emails there, and see how the user and the system classify emails into different folders in the past. The software is then going to classify new incoming emails on a daily basis, and provide initial classification of the emails into different categories (folders), which will then be approved or modified by the user. In particular, there is a spam category (folder) for holding suspicious emails. Please describe how you may apply the AI techniques (such as information retrieval, feature selection, clustering, classification, …) you learn this semester to develop an effective automatic email-filtering software. 
9. (Model comparison) Suppose we build two decision tree models T1 and T2. T1 has an accuracy of 85% when tested on 10000 randomly selected test cases while T2 has an accuracy of 80% when tested on 40000 randomly selected test cases. (i) What is the confidence interval of for the true accuracy of T1 at a 98% confidence level? What is the confidence interval of for the true accuracy of T2 at a 98% confidence level? (ii) Based on the two-sided test, can we conclude the difference of accuracies for T1 and T2 to be significant at a 95% confidence level? How about at a 80% confidence level?
