An Intelligent Game-Playing Agent for a Very Simple Nim Game  

Description of a simple game: Given three piles of coins, one is a pile of one or more nickels, one is a pile of one or more dimes, and one is a pile of one or more quarters respectively, two players take turns to remove coins. Each time a player should choose one of the three piles and take one or more coins from the pile. The person who takes the last coin wins. The person who is left with no coins loses because he cannot make any further legal move. 

Depicting all possible scenarios of the game as a game tree

· We can represent the state of the game as a vector (n,d,q) where n is the number of coins (nickels) in the first pile, d is the number of coins (dimes) in the second pile, and q is the number of coins (quarters) in the third pile.

· When a player makes a specific move, it will change the current state of the game to the next state. In general, a player has several possible next moves that end in several possible next states. Starting from the initial state of the game, we can draw the possible next states as children of a given state with arcs specifying the moves that end in the state transitions. Similarly we can do the same thing to the possible next states, and so forth, and thus construct a game tree describing all possible interactions between the two players. Note that the same state can appear as many different nodes in the tree, each indicating a different way that leads the game to end in that state.

· Level 1 of the tree contains only the initial state and it is the turn of player 1 to make a move. Level 2 of the tree represent all the possible states after the first move and it is the turn of player 2 to make a move. In general, level i of the tree contains all the possible states after the first (i-1) moves, and it is the turn for player 1 to make a move if i is odd. The leaves of the tree correspond to the terminal state (0,0,0) because the corresponding player cannot make any further move and thus lose the game. 

Utility values and optimal strategy to play the game

· Although every path from the root to a leaf corresponds to a possible scenario of the interactions between the players, an intelligent player will adopt the optimal strategy to make moves to win the game instead of making random moves. For each state (n,d,q), we would like to be able to determine or estimate a utility value U(n,d,q) that represents its utility to the player who needs to make a move in that state. If the utility values can be determined, the optimal strategy is to make a move that ends in a next state with minimal utility value.  This is to minimize the winning chance of the opponent and thus maximize his/her own chance of winning the game.

· For this simple game, we can actually recursively determine for each state (n,d,q), a 0/1 utility value U(n,d,q). First we assign a utility value 0 to the state (0,0,0) because whoever are in that state lose the game. Given a state (n,d,q) other than (0,0,0), the utility value of that state is 1 if there is a move that will end in a next state of utility value 0; otherwise, the utility value U(n,d,q) is 0.  

How to use dynamic programming to calculate the optimal strategy to play the game:

Let U(n,d,q) denote whether the first player can win a game with an initial state (N1,N2,N3). Instead of directly exploring the game tree, you can more succinctly compute a table of U(n,d,q) for every 0(n(N1,  0(d(N2,  0(q(N3.  This table also tells the player how to play optimally at any state (n,d,q). Use the following algorithm to build the table starting from the entry U(0,0,0) at the lower left corner of the table, entry by entry, eastward and upward, all the way to the upper right corner of U(N1,N2,N3). 

Let U(0,0,0) = 0  
//Cannot win.You cannot win in such a state. 
For n from 0 to N1,  d from 0 to N2,  and g from 0 to N3 do the following:
Set U(n,d,q)  to 0 
if for every X1, 0(X1<n, U(X1,d,q) = = 1  and

   for every X2, 0(X2<d,  U(n,X2,q) = = 1  and

   for every X3, 0(X3<q , U(n,d,X3) = = 1

// “Cannot win.” The  opponent can always beat you if

// he/she plays using the optimal strategy all the time.

// So just arbitrarily pick a move and hope the opponent 

// may make a mistake in the future.

Set U(n,d,q) = 1
 if there exists X1, 0(X1<n, U(X1,d,q) = = 0  




// Optimal strategy: “Move to (X1,d,q)”

Set U(n,d,q) = 1
1 if there exists X2, 0(X2<d,  U(n,X2,q) = = 0 




// Optimal strategy: “Move to (n,X2,q)”

Set U(n,d,q) = 1
if there exists X3, 0(X3<q, U(n,d,X3) = =  0  




// Optimal strategy: “Move to (n,d,X3)”

Do the following: 

(1) Implement the algorithm described above as a function to calculate the table of U(n,d,q)  for any given 0(n(100,  0(d(100,  0(q(100.

(2) Given the initial game state (n,d,q)=(2,2,1), is it possible for the first player to play optimally such that he can always win the game? Why or why not

(3) Given the initial game state (n,d,q)=(3,3,7), is it possible for the first player to play optimally such that he can always win the game? Why or why not

(4) Implement a program that can optimally play this game with people given any initial game state (n,d,q) where 0(n(100,  0(d(100,  0(q(100.

